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Abstract— Many state-of-the-art autonomous driving systems
require prior knowledge in the form of high definition map data,
which provide information about the road and its environment.
These data can be erroneous or outdated due to the frequency
of updates and because of short- or long-term changes in the
road. Any autonomous system that relies on such potentially
invalid information needs to detect deviations from the map
while driving, by the use of its own, or external sensors, a
problem often called online map validation.
This paper proposes a novel approach to online map validation, where map data are compared against the readings
of onboard sensor measurements by a deep learning classifier.
This classifier is based on the Siamese Network architecture,
an architecture known from similarity learning. The classifier
is trained on data from real world test drives and evaluated on
both correct maps and incorrect maps as found in construction
sites. Results show that the classifier reaches an F1 score of
89.1 %, whereby misclassified scenes mostly stem from the
limited variability in the training data and the lacking evidence
of construction sites in the input data.

I. I NTRODUCTION
In most autonomous driving systems high definition (HD)
map data are a critical component for building a reliable
environment model [1]. Especially in urban scenarios the
field of view (FOV) of sensors is often limited due to dense
traffic or surrounding infrastructure. HD maps provide pregenerated information with a precision of 10 cm to 20 cm
[2]. At the same time, they are not affected by dynamic
environment conditions and provide a much larger FOV,
compared to onboard sensors. These maps include geometric
information about the road such as the lane structure, and
the position and type of traffic signs, as well as semantic
information such as the speed limit and right-of-way.
In an autonomous driving system, HD maps are used
for localization, object detection and prediction as well
as trajectory planning. Since standard Global Positioning
System (GPS) devices do not provide sufficient accuracy,
environment features such as landmarks, which are detected
at run time by the sensors of the vehicle, are matched against
the information of the map. This leads to a localization
accuracy within 10 cm [3]. Object detection and prediction
algorithms rely on lane and road data for initialization of
new target tracks, as well as for following given lanes [4].
However, with the exception of Simultaneous Localization
Mapping (SLAM) [5], map data are the result of data
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collection, processing and distribution, all of which add to
a delayed availability of the map data. These delays can
easily be in the order of days, weeks and even months,
thereby increasing the likelihood that the map data and the
real world have deviated. In 2012 alone, there have been
20 000 construction sites in the larger metropolitan area of
Munich, Germany, some of which have altered the entire
road geometry [6].
While SLAM-algorithms provide accurate and up-to-date
maps of the environment, for use cases such as RoboTaxis
the use of HD map data is usually favored, as they are the
result of a fleet of vehicles. As such, they allow the data to be
much more thoroughly processed, which is not bound to realtime constraints, and additionally, offers the possibility for
the map data to be manually corrected, enriched or annotated
[7], [3].
Consequently, there is a need for an autonomous vehicle
(AV) to continuously assess the validity of the map data using
the onboard or external sensors.
II. R ELATED W ORK
Previous work focuses mainly on either the creation of HD
maps for autonomous driving by SLAM-algorithms [5] or the
generation of online road models [8]. However, the validation
of existing maps is only sparsely represented in the research
community. Map validation can be considered the process of
determining the similarity between the HD map data and the
environment depicted by the sensors of an AV. To the best
of our knowledge, this has not yet been conducted for this
specific purpose. Nonetheless, there exists a variety of work
in image comparison with data driven approaches.
A. Map Validation
HEREMaps generates HD maps by using a fleet of industrial capture vehicles, which records their environment
with a high-end sensor setup [9]. Since scanning large areas
frequently in order to detect changes is not feasible, the map
is validated by vehicles with a lower cost stereo or singleview cameras. Object detection algorithms predict features
that are present in HD maps. A quality index for existence,
position and type of these landmarks is assigned by fusing
the results of multiple recordings. While erroneous map
regions can be detected by such an approach, there is still
a non-negligible delay until this information is available to
the AVs in operation.
Bittel et al. develop a model in [10] to determine road
parameters such as the number of lanes and the lateral
distances to the lane boundaries during an autonomous drive.
The model is based on a convolutional neural network (CNN)

that directly predicts these parameters from the various
environment representations of the AV. The results can be
compared to data from the HD map in order to perform map
validation. While this provides a first approach towards online map validation, it is limited to a predetermined number
of road parameters. Therefore, invalid map data can only be
detected if they can be represented by these parameters.
B. Similarity Learning
In the past years, deep learning has made significant
advancements in many computer vision tasks such as image
classification or object detection. One special topic in this
field is the task of Similarity Learning: two images are
compared whether they show the same content or not.
Bromley et al. introduced Siamese Networks first in [11]
in order to verify signatures. Two input images are processed
independently by two neural networks with the same architecture. The resulting features are joined only at the output
layer of the networks, where the similarity is measured by
a distance metric such as the cosine distance. The weights
are constrained to be identical between both networks, also
called weight sharing. Often Siamese Networks are trained
with a contrastive loss function. However, using other loss
functions, such as the triplet loss, can lead to better performance [12].
Mou et al. propose Pseudo-Siamese Networks in [13]
for comparing high resolution optical imagery with satellite
RaDAR scans in order to find corresponding patches. Due
to the different modalities between the input domains, the
constraint of weight sharing is lifted. Furthermore, a decision
head consisting of fully connected layers is used instead
of the distance metric for comparing the features of both
images.
III. DATASET
In order to train a deep learning classifier to perform
map validation a dataset is needed, which contains sensor
measurements of the vehicle and the corresponding map data
from this location. Therefore, data from test drives on two
routes are collected and processed into an image format. In
order to ensure independence between training and testing
data, both routes do not overlap. The datasets from these
routes consist of 21 509 and 5647 samples, respectively.

An intrinsically and extrinsically calibrated camera (Fig.
1(c)) facing towards the front of the AV is used to collect
the visual information of the street environment. While
this information is easy to interpret for a human observer,
computationally extracting the road shape is a challenging
task.
The free space (Fig. 1(d)) indicates the perceived driveable space of the AV. This space may be limited due to
dynamic and static obstacles that occlude the sensor FOV.
The driveable space correlates strongly to the lane space of
the map.
The space classification (Fig. 1(e)) provides the occupancy state. States include free space and dynamic, static,
and unknown occupancy. It combines the information of the
other grids and, thus, potentially provides most knowledge
of the road geometry in the scene.
The static evidence (Fig. 1(f)) of obstacles near the road
are collected by LiDAR and RaDAR sensors. This includes
buildings, vegetation, and parked cars. The information of
both sensors is fused into a grid representation, where the
value of a cell indicates its occupancy. Static evidence shows
a clear outline of the road geometry when compared to the
map.
The dynamic evidence (Fig. 1(g)) of traffic participants
is derived by the sensor fusion. Their speed and position
are estimated over time to gather motion information. The
behavior of other vehicles provides insight about the road
structure. For example a vehicle that drives on a road
boundary indicated in the map over an extended period of
time can indicate an invalid section.
All environment grids result from measurements of multiple sensors, which are fused over time. For map and grid
representation, the scale is chosen so that the images show
100 m in height and width, 85 m to the front and 15 m to the
rear of the car. While only the validity of the road ahead is of
interest during an autonomous drive, a previous map error
can provide evidence as well. When driving at a velocity
of 50 km h−1 in an urban environment, the head-on FOV
is therefore approximately six seconds. The map and grid
data are rotated in a way so that the driving direction points
towards the top of the image. Due to this alignment between
the grid and the map, no additional transformations have to
be learned by the neural network.

A. Data Representation
Each sample (see Fig. 1) contains the following representation of its environment in images with height and width
of 256 px. Most of the input modalities are represented as
grids from the bird’s-eye perspective, which indicate whether
a cell in space around the AV is occupied or is classified to
a grid specific state [14].
A map region (Fig. 1(b)) around the AV is extracted from
the HD map data based on its GPS position and plotted to a
three channel image. While the map data contains additional
information such as landmarks, here only the geometry of
the road is used. In the image the road space is depicted in
green and the lane boundaries in blue.

B. Split and Labeling
In order to train supervised models for binary classification, positive and negative samples are needed. It is difficult
to collect a large amount of negative samples, as, in most
cases, the map data fits the environment data of the same
time stamp. Therefore, negative training samples are created
artificially by matching map data from different time stamps
and GPS positions than the sensor data. In Fig. 2 it can be
seen that the map is invalid with respect to the environment.
In this fashion, the training and validation datasets are created
purely from shuffled samples of the first route with a ratio
of 80% and 20%.

(a) Dash-board camera

(d) Free space
Fig. 1.

(b) Map data

(e) Space classification

(c) Calibrated camera

(f) Static evidence

(g) Dynamic evidence

The images of the map and environment data are used for training the Siamese Network. A dash-board images is included as a reference image.

For evaluating the classifier, a test set containing valid
and invalid data is needed. The recordings from a second test
route are used to generate 2362 valid samples. While pseudolabels can be used for training, evaluation conducted on
them does not ensure correct behavior of the classifier during
employment in an AV. Therefore, the invalid test set consists
of samples that include construction sites. While they are
not the only source of invalid map data, construction sites
provide a large amount of scenes, where the environment
and the map data do not match. In Germany, construction
sites are often indicated by yellow lane markings or beacons.
Therefore, object detection is performed on the front camera
image in order to filter each sample, which includes these
features. Hereby, a total of 3285 samples showing construction sites is collected. The final evaluation is performed on
80% of this dataset. The remaining 20% is used to detect
convergence and to determine an optimal decision threshold.
The classifier should therefore detect invalid map data caused
by a construction site, even though it has never seen one
during training.
IV. M ETHODOLOGY
A classifier based on the Siamese Network architecture is
trained on this dataset. Its architecture can be seen in Fig. 3.
A convolutional body, which consists of two independent
CNNs with the same architectural design, processes two
images into a feature space. Due to the different modalities
in both input images, the networks do not share weights
following [13]. Subsequently, the features of both input

TABLE I
A RCHITECTURAL D ESING OF THE CNN.

∗

layer

filters

output size

parameters

1
2
3
4
5
6

5x5x64
5x5x64
5x5x32
5x5x32
5x5x16
5x5x16

256x256
128x128
64x64
32x32
16x16
8x8

4800 / 1600*
102 400
51 200
25 600
12 800
6400

The parameter count differs between single- and three-channel input.

images are compared in a decision head, which predicts a
binary value according to whether the map corresponds to
the environment.

A. Body
The feature extractors consists purely of convolutional
layers following Springenberg in [15]. In order to reduce
the size of the feature space, a stride of two is used instead
of maxpooling layers. As shown in Table I, each feature
extractor consists of 6 convolutional layers with a mask
width and height of 5 px. In order to reduce the amount
of features, which are compared by the distance metric, the
amount of filters is divided in halves after every second
convolutional layer. Thus, the amount of trainable parameters
remains comparatively low.

function Lcont is given by
Lpos = ||D(X1 ) − D(X2 )||2
Lneg = max 0, m2 − ||D(X1 ) − D(X2 )||2
∗



(1)

∗

Lcont = y Lpos + (1 − y )Lneg ,
where the positive loss Lpos minimizes the distance between
similar images in an embedding space and the negative loss
Lneg maximizes the distance between different images up to
a margin m.
The triplet loss function is implemented as another variant.
It uses an anchor image Xa , a matching image Xp , and a
negative image Xn . While the Euclidean distance performs
better for the contrastive loss, the Cosine similarity
x·y
Simcos (x, y) =
(2)
||x|| ∗ ||y||
is used for the triplet loss function, following Nguyen and
Bai in [16], which measures the angle between two input
vectors x and y. The loss function
L(X1 , X2 ) = Simcos (D(X1 ), D(X2 ))
Ltrip = max (0, L(Xa , Xp ) − L(Xa , Xn ) + m) .
Fig. 2. The top row shows a valid sample consisting of environment data
(static evidence) and its corresponding map. In the bottom row map data
from an other position is assigned in order to generate an invalid pairing.

Body

CNN
Head
0/1

(3)

is pushing corresponding images closer in the embedding
space, while the distance between the anchor and the negative
image at the same time.
For training on the contrastive and triplet loss functions,
the features of each input modality are subsequently fed into
two fully connected layers of sizes 256 and 32.
Following [13], the last decision head variant does not
compute a distance metric, but the features of the two
convolutional streams are combined directly using three fully
connected layers with sizes 512, 256, and 1. Further, it is
trained on the binary cross-entropy (BCE) loss
LBCE = −y ∗ ∗ log(y) − (1 − y ∗ ) ∗ log(1 − y),

(4)

∗

where y indicates the correspondence to one of two classes
[17].
CNN

Fig. 3. The Siamese Network takes map and environment images as input
data in order to perform binary classification. The architecture consists of
a convolutional body and a decision head.

B. Decision Heads

Three decision heads with varying loss functions are implemented and evaluated. Following [11], one variant of the
decision head is trained on the contrastive loss function. In
order to compare the content of images X1 and X2 features
D(X) the comparison is conducted by using the Euclidean
distance. The label y ∗ indicates a positive or negative match
by the value of one or zero respectively. The contrastive loss

C. Training Details
For this work, no pre-trained models are utilized. While
using pre-trained models in general results in a decrease of
training time, they cannot be applied in this case, as no pretrained models have been found with input images similar
to the grid representation that is used as one of the inputs in
this paper. Therefore, each variant of the Siamese models are
trained fully from scratch in an end-to-end fashion using the
Adam Optimization Algorithm [18]. Training is conducted
until convergence on the real-world validation set.
As described in section III-B, the task during training and
testing differs due to the use of pseudo-labels. Regularization
techniques, which are commonly used to combat overfitting,
show good results in decreasing the performance gap between predicting samples with pseudo-labels and samples
from the real-world test set. Normal data augmentation such
as image rotations, flips, and scaling is largely not applicable
to this case. The input images are from calibrated sensors.
Therefore, such disturbances do not occur in a real-life

TABLE II
E FFECTS OF DIFFERENT DECISION HEAD VARIANTS ON THE
PERFORMANCE OF THE

S IAMESE N ETWORK TRAINED ON FREE SPACE
A LL VALUES ARE GIVEN AS PERCENTAGE .

CLASSIFICATION GRIDS .

loss

validation

accuracy

precision

recall

F1-Score

Contrastive
Triplet
BCE

93.9
95.6
97.1

61.3
57.9
67.9

95.5
73.9
75.3

35.2
42.6
66.8

51.4
54.1
70.8

TABLE III
E FFECTS OF DIFFERENT ENVIRONMENT REPRESENTATIONS ON THE
PERFORMANCE OF THE S IAMESE N ETWORK TRAINED ON THE BCE
LOSS FUNCTION .

A LL VALUES ARE GIVEN AS PERCENTAGE .

modality

validation

accuracy

precision

recall

F1-Score

Camera
Free Space
Classification
Static Grid
Dynamic Grid

95.7
97.1
97.2
95.7
50.3

65.3
67.9
73.0
87.3
53.0

68.0
75.3
76.6
89.1
60.9

76.2
66.8
77.2
89.0
53.9

71.9
70.8
76.9
89.1
57.2

scenario. Gaussian noise is added randomly to the input
images during training in order to simulate sensor noise.
Furthermore, dropout is used in between the fully connected
layers of the decision heads with a rate of 0.5. Following the
original publication [19], dropout is also used between the
convolutional layers with a lower rate of 0.1.
V. R ESULTS
The approaches are evaluated on the pseudo-label and the
real-world dataset. The performance is measured based on
accuracy, precision, recall value and the F1-score. In the
following text, a sample that is truthfully predicted as invalid
map data is considered as true positive. In the first stage
of experiments, the different decision heads are evaluated.
The results can be seen in Table II. All three models show
good performance on the pseudo-label dataset, which shows
that Siamese Networks can be used to differentiate between
matching and non-matching content of the map and the
environment. Surprisingly, only the Siamese Network trained
on the BCE loss performs well with regard to the real-world
test set, while the other variants predict only slightly better
than random guessing. During the experiments, Siamese
Networks trained on the contrastive and triplet loss function
converged considerably faster than when training on the BCE
loss. Therefore, the Siamese Networks specializes faster on
the training task, which differs from the testing task.
In the second stage of experiments, the different input
modalities are tested on a Siamese Network that is trained
on the BCE loss. The results are provided in Table III. The
results indicate that the camera image, free space, space
classification, and static evidence grid can be used to some
degree for the purpose of map validation. On the contrary,
the dynamic evidence does not seem to provide sufficient
information about the geometry of the streets. Particularly in
situations without dense traffic, dynamic evidence is sparse

and thus cannot be used for map validation. While camera
images are the easiest input for a human observer to interpret,
the complexity of the domain of natural images cannot be
efficiently trained on this dataset. It remains a topic of further
research as to whether this input modality can be used when
training on a larger training set. Out of the remaining input
modalities, the static occupancy grid performs best with a F1score of 89.1 %. The evidence in this input source strongly
resembles the lane boundaries of the streets. Therefore, we
can assume that the correlation between map and static
evidence can be learned efficiently by the Siamese Network.
In order to gain insights in the shortcomings of the
Siamese Network the images from the dash-board camera
are inspected for misclassified samples. Interestingly, the
network does not misclassify single images, but rather scenes
of consecutive samples. Therefore, typical error sources
can be identified. For false positives, three scenarios are
commonly miss-classified. The first case consists of parked
cars on the roadside as they block the FOV of the sensors. In
the second scenario, the car is located at large intersections
where there is a lack of static evidence. The last case is
when there are cases when there is a grass strip adjacent to
the road. The occurrence of these errors can be explained
by the absence of such scenes in the dataset. Naturally, the
Siamese Network is not able to predict well in scenes that do
not frequently appear in the training set. This suggests that
the performance of the network can be further improved by
adding a larger variety of different scenes and environment
conditions to the dataset.
False negatives can be classified into three scenarios as
well. First, the Siamese Networks have a low sensitivity
when leaving a construction site. Second, scenarios where
the width of the road is only reduced slightly are not
detected. Finally, the performance of the Siamese Network
is not reliable in intersections, where static evidence is rare.
All these problems can be solved by using higher level
abstractions of visual clues, such as using detected lane
markings as an additional input modality.
VI. C ONCLUSION
In this work, we have tackled the problem of Online Map
Validation. We created a dataset containing sensor and map
data based on records from test drives, which is used in
order to train deep learning classifiers. The Siamese Network
architecture is adapted for comparing the environment of
an AV to the corresponding map data. The models are
evaluated against samples of valid and invalid maps. The best
model detects outdated map data at construction sites with
an accuracy of approximately 90 % without being shown one
during training. Developers at the research and development
department of BMW AG are continuing the efforts in the
development of an online map validation component based
on the ideas discussed in this paper.
While this result shows that deep learning classifiers,
particularly Siamese Networks, can be used for performing
map validation, the performance is not yet sufficient in order
to be employed in an AV. An analysis of typical error

sources indicates that misclassifications can be explained by
shortcomings in the dataset. Further, the training on pseudolabels does not reflect the task, which the model performs
during the evaluation.
Although better results can be made by a more elaborate
architecture search, future work should focus on the creation
of a more diverse dataset that contains a broader variety
of road scenarios. Further, the classifier can be further
refined by training on invalid samples that correspond more
accurately to actual invalid map data. Another critical point
that should be addressed by future research work is the
training of the classifier on a dataset created from a variety
of sensors, which could differ from those used at run time.
This would allow car manufacturers to manage a single data
set for map validation and to provide online map validation
functions on multiple vehicles each having a different sensor
setup.
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